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Abstract–FloodDrop is a SYN-flood detection and recovery tool. A SYN-flood is a distributed denial of service attack that takes advantage of the TCP protocol and exploits the three-way handshake to fill or overload a server's incoming connection buffer. SYN-flood attacks are damaging since they deny legitimate users access to an online resource. 

Many current systems use packet inspection to detect a SYN-flood attack, whereas FloodDrop detects these attacks by analysing the aggregation of incoming TCP connections. It actively helps nodes to recover from attacks by resetting attacker connections and configuring the firewall to prevent malicious connections from reaching defended victim servers.
I. Introduction
Distributed Denial of Service(DDoS) Attacks are on the increase [1] and pose a serious threat to many service providers. The goal of a denial of service attack is to prevent legitimate parties from being able to access a desired resource. It has been reported that there are over 12,000 such attacks a week [2]. They are particularly pernicious as they can be carried out without a great amount of technical knowledge or access to computer resources. Consequently modern network administrators employ monitoring and defence mechanisms in order to protect their systems from malicious interference.

In a SYN-flood attack, the attacker overwhelms a hosts system by creating large volumes of half-open TCP connections, which causes the victim to be unable to handle genuine requests. This project deals specifically with the SYN-flood DDoS attack, with the goal of creating a system that detects these attacks.

Packets used in attacks do not have any specific message content, the attack relies on the large volume of traffic arriving at the victim, and overwhelming the incoming connection buffer. It is for this reason that detecting attacks is problematic, and many systems lead to false positives.

FloodDrop is a SYN-flood attack detection and recovery tool. It was successfully developed to detect SYN-flood attacks and also actively helps nodes to recover from attacks, as well as preventing further attacks. 

It passively monitors network traffic, keeping track of the state of TCP connections into and out of the network. By analysing the aggregate of these connections it detects attacks. FloodDrop helps victims of DDoS attacks by resetting the attackers connection to the victim. FloodDrop prevents against further attacks by dynamically configuring the firewall to either block or allow connections in order to ensure access is available to defended resources for legitimate parties.

II. Related Work

Snort is an open source network intrusion prevention and detection system. It uses both signature and anomaly detection [3]. It uses libpcap [4] and is a packet sniffer and logger that can be used as a lightweight network intrusion detection system. Snort uses rules on logged packets and performs content pattern matching in order to detect a range of attacks and probes, for example buffer overflows, port scans and CGI attacks. With Snort it is possible to send real-time alerts to: syslog, Server Message Block (SMB) ``WinPopup" messages, or a separate ``alert" file. Snort can be configured using command line switches and even takes advantage of Berkeley Packet Filter [5] commands.
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Figure 1 Berkley Packet Filter

Bro [6] operates on Unix, and is again open source. It parses traffic analysing application level semantics, comparing with known patterns of malicious behaviour. It uses defined signatures and also detects unusual activity. It is stand-alone and detects network intruders in real-time using passive monitoring.

Bro uses libpcap(the BSD Packet filter api), which enables the system to abstract away the network layer. This allows a system to be ported to many Unix based Operating Systems. Because it makes use of libpcap Bro can operate on tcpdump log files, this means that it is possible to perform development and analysis offline.

When an initial SYN packet requesting a connection is read by Bro, the event engine sets a timer for five minutes. If this time limit expires and the connection has not changed from this initial state, the engine generates a connection attempt event. If the other host replies with a SYN+ACK packet, then Bro creates a connection established event, and cancels the connection timer. But, if the host returns a RST packet, the engine generates connection rejected event. If a connection terminates via a normal FIN exchange, then the system generates a connection complete event.

We can see from this that Bro does not do the same kind of SYN flood detection that FloodDrop project aims to achieve, since monitoring for overload is a primary goal of FloodDrop, and Bro is only reactive to high load rather than aiming to prevent it. Both Snort and Bro monitor packets and their contents and do not perform analysis on groups of connections, thus reducing their capacity to detect a SYN flood attack, as well as requiring large amounts of system resources. However it is possible from looking at Bro and Snort to see that there are strong similarities with this project, for example the use of the libpcap api, and the idea of event generation, which is a principle shared with the Common Intrusion Detection Framework Architecture [7](CIDF).

III Architecture
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Figure 2 Network Architecture

The CIDF divides Intrusion Detection Systems (IDS) into components and presents a layered model for communications between these components. The methodology is to design the components so that they have well defined interfaces to allow information exchange. The intention is that the components have distinct functionality and that the components are re-usable in an alternative IDS context. Using this framework components can work together using API's or across the network and can even present themselves as a single component to other systems.

CIDF architecture compliant systems have four types of components: Event Generators, Event Analysers, Event Databases and Response Units. Event Generators monitor their environment and produce events when appropriate that the rest of the system use. Event Analysers take in events and assess their significance, and can produce further events that are the conclusions of this analysis stage. Event Databases store the events produced so that they may be used at a later point in time, for example for analysis of connections from a particular source over an extended period. Response Units carry out any actions necessary.

Consider Constantine's law:

“A structure is stable if cohesion is strong and coupling low.”[8] 

With this in mind as well as the CIDF architecture which calls for modules of distinct functionality (including the use of an event driven system), FloodDrop is made up of 5 different components which include the CIDF required modules and a user interface.
User Interface: The user is able to interact with the system using this module. The interface displays information regarding the state of the system, such whether it is under attack, the number of connections and SYN packets received etc.

Event Analyser (“A-Box”): The event analyser profiles the events passed from the event database and the event generator. It analyses the information from the aggregation of connections checking for the presence of a SYN flood in the event details. The system monitors the ratio of connections in the SYN_RCVD state to the number of connections in the ESTABLISHED state. If this rises above the threshold indicating an attack, the system can then take appropriate action, such as signalling the response unit to contact the network administrator or to send a RST connection to sever the victims connection with the attacker. Any connections not fitting the SYN flood attacker profile - i.e. those with established connections; are stored in the Event Database in the “friendly list”.
The Event Analyser receives packet information from the Event Generator, which it wraps up and passes onto the Event Database for management. The Event Database then reports back to the Event Analyser the current number of connections in the ``unknown" or ``friendly" state.

Event Database (“D-Box”): Since FloodDrop is operating on traffic in real time, the data is stored in volatile memory for providing the Event Analyser fast access to the data. The key data structure is a list for the ``friendly" connections. Since any system which tries to store information on all connections at a given point is itself open to buffer overflow attack, the only long term storage is for legitimate users. This allows the application logic to treat the two classes of connection differently in fundamental ways, for instance applying strict analysis on “unknown” connections and more casual checks on the “friendly” connections. This reduces load on the event database, and subsequently leaves more system resources available for the Event Generator and Event Analyser.
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Figure 3 TCP Connection Monitoring

Event Generator (“E-Box”): This is written using the libpcap API and passively monitors the network and passes event information to the other modules. This way the logic of packet analysis is not coupled with network monitoring, allowing for development of a robust and efficient generator module, which is crucial in order to be able to monitor the network during high load (such as during a DDoS attack
Response Unit (“R-Box”): This performs responses to attacks. This can be informing the user via the user interface, severing the victims connection to the attacker by forwarding a RST packet to the victim. In the case of an attack in progress, the firewall can be configured to block all incoming connections apart from those designated as “friendly” in the Event Database. 
The key non-functional requirement of FloodDrop is performance, since it must process large volumes of packets. Following Sommerville's guidelines on architecture with high performance requirements[9], the architecture localises critical operations within a small number of subsystems by keeping the number of components small. For example the packet reading system is critical and is found in the Event Generator, and the Event Analyser contains the rest of the critical system logic.

Sommerville also advises restricting the communication between the critical subsystems, this is in concordance with Constantine's law and is reflected in the architecture in that all communications rely on the Event Analyser and that the module interfaces provide low coupling. 
IV Design
In this section the approach to detecting an attack is discussed as well as the identification of three different threat levels and the responses that are appropriate for each level. Attack recovery and attack prevention strategies are also discussed.
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Figure 4: State Transitions

A. Detection
A basic summary of FloodDrop's detection mechanism is that it maintains a record of trusted IP addresses, and all potential connections are scrutinised to establish their legitimacy (Figure 4). If they meet the criteria then their address is recorded as trusted.

Since TCP/IP packet headers contain large amounts information about each TCP connection, by capturing 3 types of packets (the initial SYN,SYN+ACK and ACK packets exchanged), even though FloodDrop filters out all of the data from packets, it is possible to deduce the corresponding states of the hosts on either end of the communications channel. The SYN, SYN+ACK and ACK packets are useful since it is possible to determine from these, whether the connection is in one of the handshake states or the ESTABLISHED state.

By listening for SYN packets and ACK's from external connections into a network, it is possible to infer whether the state of a TCP connection is ESTABLISHED. If so then the connection is assumed to be legitimate, since a connection from a SYN Flood attacker would not reach the ESTABLISHED state, since it would not reply to the victim machines SYN+ACK message.

(Figure 3) shows a client and server communicating across a network that uses FloodDrop. We can see the corresponding states at the client and server. Notice at points A, B and C that FloodDrop monitors the packets as they pass through. However FloodDrop only listens for the packets at points A and C, and at point C establishes that the connection is legitimate.

FloodDrop analyses the number of connections where the host from the defended network is in the SYN_RCVD state. This number and the number of connections in the ESTABLISHED state are compared against a threshold to determine if an attack is taking place. The default threshold is 1 “unknown” connection per “friendly” connection, but this can be modified by the user.

B. Threat Levels

As FloodDrop analyses the connections into the network, it decides which of three threat levels are appropriate. 
· Green - no attack in progress, all new connections accepted; 
· Amber - attack in progress, connections from new users are accepted at a reduced rate; 
· Red - attack in progress, only connections from “friendly” users accepted.
All DDoS defence tools must cope with IP spoofing in some way. FloodDrop looks at the packet headers in order to establish the address from which the inbound message originated. Since the message is most likely spoofed it will not be possible to stop attacks by blocking only those connections from known attack sources - any incoming message from an attacker is indistinguishable from a message from a new legitimate user. In order to ensure the resource is available to legitimate addresses, when the system detects an attack is in progress it configures the firewall so that it allows only connections from users on the “friendly” list, ensuring they receive service from the resource.

This means that the only new connections allowed are those from known legitimate users. In order to prevent the defended resources from being overloaded, the system features a cache that will store the source address of new incoming messages, and configure the firewall to allow a fixed number of these through to connect to the resource. This number depends on the state of the network at the time, and is fixed at the current figure that keeps the ratio of unknowns/friends below the threshold.

The Event Analyser module looks at the system resources available and the ratio of friendly to unknown connections to decide upon the appropriate threat level.
Green: This is the most common state for the system, connections are permitted to access the network, and the algorithm for detecting a SYN-flood is applied. Connections are stored in the “unknown” list when messages from a new source address is received, once the TCP handshake is complete for this connection, it will be placed in the “friendly” list. Subsequent new connections from this address will be accepted even in the high security states (Amber or Red). In this state the resources are available to all users, legitimate or otherwise.
Amber: This setting is for when the network is under attack, but FloodDrop is still operating within capacity, i.e. the system is still able to cope with reading the packets coming into the network. In this state the system will configure the firewall to only allow connections from the IP addresses found in the “friendly” list. However the system will still try to allow legitimate users access to the system by allowing a substantially reduced rate of new connection attempts to pass through the firewall. This value will be small enough so as to not overload the defended resources. Connections from hosts on the “friendly” list will have preference over those in this cache of unknown users. Once the attack has subsided the threat level can be lowered to green. In this state, the resources are available to legitimate addresses, whilst a small number of new connections are accepted from other parties, legitimate or otherwise.
Red: Since FloodDrop monitors the network at the firewall, it receives the packets before the firewall. It is therefore possible that FloodDrop may not be able to handle the volume of traffic arriving during an attack. Therefore this state is used when the network is under attack, and the system is under full capacity and cannot process new packet information. FloodDrop monitors the statistics of the Berkeley packet filter. If the packet filter reports that it has dropped packets, then the status of the system is switched to Red. In this state the firewall is configured to only allow connections from the users on the ``friendly" list and the unknown list is capped at its current length. This is to ensure that even though new users cant connect, the attackers do not succeed in preventing every legitimate user from accessing the resource. Once the system load is reduced the threat level will be lowered to Amber. During periods of attack the system will alternate between states Amber and Red depending on the circumstances. This is a good strategy even though the system is not capable of reading all the packets. The firewall is configured to block all non friendly users, therefore the attack will not succeed because the resources are still available to legitimate users and only legitimate users.

C. Attack Recovery
FloodDrop maintains an average handshake time for the incoming connections. When an attack is in progress, the length of the list of unknown connections is fixed. Then the list is iterated over and if the mean handshake time is less than the length of time the i'th packet has been in the queue, then the i'th packet is discarded.
The list of unknown connections is then allowed to refill with more packets. The process of analysing the unknown list then carries on. This is in order to return the threat level to Green, and therefore allows the system to recover from an attack since the length of the “unknown” list tends towards zero. Once the threat level returns to green the cap on the length of the “unknown” list is lifted. 

This prevents the attackers from succeeding in their goal of reducing the availability of the resource to legitimate users.

D. Attack Prevention

The system protects the defended resources from further attacks by configuring the firewall to block all connections not from IP addresses on the friends list, and then lets a reduced rate of unknown addresses connect. This prevents the attackers from filling the defended resources connection buffer with unwanted packets and denying the legitimate users with access to the service. 

These preventative measures will be taken until FloodDrop no longer detects an attack in progress.

IV. Firewall Configuration
FloodDrop protects defended resources by configuring the IPFW firewall using various rules (Table 1). Since IPFW allows rules to be given numbers, if a group of rules are of the same type, they can be given matching numbers. When that group of rules no longer needs to be applied that rule can be deleted with a single delete command that removes all rules with the matching number.

Table 1: Firewall Configuration Rule Numbers

	Rule number
	Use

	65530
	allow communications from the monitor to any address

	65531
	allow two-way communications with a specific address from the ``unknown list"

	65532
	allow two-way communications with a specific address from the ``friendly list"

	65533
	block all communications with a specific address

	65534
	allow two-way communications with any address


This means that when FloodDrop changes state it can quickly discard existing rules before applying new ones. This is beneficial since for each friendly connection the firewall must be configured to allow both inbound and outbound traffic, which is an O(n) operation.

Since FloodDrop calls the operating system to configure the firewall, and does not programmatically interface with IPFW directly, this means that it would be simple to modify FloodDrop to work with an alternative firewall. Changes would only have to be made to the ``system" function calls so that they called the alternative firewalls commands instead of IPFW.
E. Discarding Attack Packets
Since there will be large numbers of attack connections during a SYN-flood, the system would be prone overloading if trying to process all of these connections. Therefore during a SYN-flood attack the number of unknown connections allowed to be connected to the defended network is capped at a number that ensures the unknown/friends connection ratio does not rise above the threshold. This ensures that FloodDrop will be able to process all of these connections.

When the threat level reaches “Amber” FloodDrop attempts to distinguish the attack packets from legitimate connections, so that the attacking connections can be reset. This is achieved by the following algorithm:

   1. place a cap on the “unknown” list length so that it can't grow bigger than its current value

   2. configure the firewall to allow all communications with the connections in the unknown list. This ensures that the unknown connections can migrate to the friends list if they are legitimate.

   3. iterate over the unknown list, if any of the connections have been in the list longer than the mean handshake time, then their connection to the victim is reset, and the memory assigned for this connection is reclaimed.

   4. this “unknown” list can now refill with more connections, even in the “Amber” threat level.

   5. recompute threat level, if “Green” uncap length of “unknown” list and reset firewall to allow all connections. If amber, continue to only accept limited numbers of new connections, and removing the attack packets.

Since there is only a fixed number of “unknown” connections permitted at any time, there needs to be a method of ensuring connection throughput that benefits legitimate traffic. A fixed length queue where new packets displace old ones would not be appropriate since the constant stream of attack packets would force out legitimate connections before they had time to complete their handshake.

FloodDrop's algorithm, whereby it analyses the handshake time and uses this whether an individual connection is legitimate or not, benefits legitimate users since they are able to connect to the defended resources because are given an appropriately sized time frame to do so. This also has a negative impact on the attack since the attack relies on large numbers of packets entering the system and overloading a server, and this figure is immediately reduced due to the cap on the size of the “unknown” list. Then when FloodDrop resets the attack connections, the effect of even the small number of attack packets that do manage to connect is reversed.

As attack packets and legitimate packets have an equal chance of entering the “unknown” list, the attack packets may fill up the entire list. This does mean that some new users may not be able to connect during this time, if their packets do not enter the unknown list while it has a free space. Users already on the “friend” list will not have this problem however as their connections will be accepted by the firewall. However new spaces will be opening up in the “unknown” list due to legitimate users migrating to the “friend” list and because attack connections are being reset. This means that the new legitimate users are welcome to attempt to connect again, and will be given the equivalent chance of connection acceptance.

V. Flash Crowds and Attacks 

One challenge when creating a DDoS defence tool is distinguishing between flash floods and SYN-flood attacks. This is because they have similar properties - large numbers of SYN packets arriving over a short period of time. Flash Crowds can occur for example if a web site is linked to on a popular website such as “Digg”, and large numbers of users then try connect to that site.
Flash Crowds and SYN-floods are distinguishable since connections that form part of a Flash Crowd will, if given the chance reach the ESTABLISHED state. FloodDrop can handle Flash floods since it will cap the “unknown” list and then let these connections complete their handshake and migrate the connections to the “friends” list. The task will then be repeated for more connections, thereby allowing the connections that form part of the flash flood to have access to the defended resources. Connections from a SYN-flood attack however, will be discarded after the mean handshake time. By using this approach FloodDrop can cater to networks that are prone to traffic spikes.

VI. Resetting Connections

FloodDrop actively aids defended resources in attack recovery by sending out RST packets that cause an attacked resource to release resources allocated for a connection that is part of an attack. It does this by using the same technique that attackers use to remain anonymous - address spoofing.

When FloodDrop decides that a connection is part of a SYN flood attack it creates a RST packet and sets the address of this packet to be that of the attacker. FloodDrop sends this packet to the victim using RAW sockets, with the correct sequence number that the victim is expecting (computed by incrementing the sequence number from the captured attack packet). This packet fools the defended resource into thinking that the attacker has severed the connection, so the victim server now frees up the space in the incoming connection buffer.

The same RAW socket can be used to send out the reset packets, and the socket that is used to do so is opened at startup. This is efficient in terms of socket use, since it means that a new socket is not used ever time a RST message is sent. 

V. Conclusions
This paper has presented the design goals, architecture and implementation of a system for detecting and defending against SYN Flood attacks. Attacks are detected by tracking the state of TCP connections and comparing the proportion of connections in the SYN RECVD and ESTABLISHED state.
In the presence of an attack the system is able to dynamically configure a firewall to shut out attack traffic whilst allowing for service to continue to established users. This is achieved by monitoring normal network activity and allowing established users priority access. However new users are not shut out even in the presence of an attack.
Future work will focus on experimental validation of the framework with particular reference to distinguishing SYN-flood attacks from Flash Crowds. In addition more work is required to investigate the appropriate values for parameters such as the attack detection threshold.
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